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1.
Management Summary

Business Objects is a query tool which promises rapid development of tailored and customisable reports. In principle, BO requires no knowledge of SQL or database constructs, and generates the SQL code for submission to the database server. This strength is also a weakness – the SQL it generates is generally poorly crafted and under-performs, compared to hand-written code. There is little control over this, and hand-crafting is not a practical proposition for ad hoc reports. However, by configuring the way BO interacts with DB2 databases, it should be possible to achieve significant ‘quick win’ performance gains for comparatively little effort.

This paper therefore sets out suggested and reasoned configuration parameters at BO and DB2 levels. We anticipate all this work can be accomplished relatively quickly and easily, by DB2 DBA, BO superuser and, to a lesser extent, technical services staff, as part of their daily work, and without the need for a separate project fund. Naturally all changes to production systems will be submitted through the usual change control channels. 

2.
BO Architecture

This is a highly simplified view of BO architecture, from a DBA’s perspective:











The architecture combines a classic 3 tier model for thin clients with a ‘2 plus one’ for fat clients. Fat clients connect directly to DB2, whereas thin client access is mediated through WEBI servers – WEBI is effectively a fat client for thin clients.

The BO Repository stores metadata about BO universes, report content and format. It could be realised in any DBMS, but for convenience happens to be a DB2 database, co-located with the Data Warehouse and on the same Unix server.

There are n WEBI servers located at xxxxxxxx.

WEBIs can be clustered but often are not. They may be in ‘cluster manager’ mode which means they are independent of each other, do not poll each other but do share a common repository.

There are n fat clients and nn thin client licences.

The BO Supervisor module only sits on WEBI and the fat clients, and allows administration of everything in the BO Repository, including configuration of ODBC global connection settings.

The Supervisor is only accessible through a full client connection (be it via a server or a PC), it isn’t available via the WEBI host itself.

There are two variants of thin client:

a) Infoview – a pure HTML-driven application, which formats DB2 result sets into HTML

b) ZABO – which looks like a fat client, but isn’t!  

Thin clients may or may not contain a local DB2 Run Time Client and IBM ODBC driver, since the thin client may also support access to DB2 databases by other means such as Micro$oft Query or Access. Fat clients and WEBIs will always have the RTC and IBM driver. 

ODBC CONFIGURATION FOR BUSINESS OBJECTS

The BO Supervisor can control:

a) Query limits at a universe level, such as execution time or result set size. There are approximately 40 live universes, of which only some are on DB2 data sources. 

b) ‘Connection’ limits, such as fetchsize and timeout. In BO terms a ‘connection’ is a profile which sets customisable ODBC parameters and restricts the views available to the user.  These ‘connection limits’ can be managed globally, through one Supervisor instance only.

c) Default settings, in the DB2.SBO and associated files. There is a .SBO file for each DBMS. However despite its title, the DB2.SBO contains Microsoft ODBC settings and not IBM ones. 

All communication between BO components and DB2 goes through either WEBI or a fat client.

The BO Supervisor is only available on fat clients or WEBI.

So we’re fortunate that from a BO perspective that there are only 13 of these in total which need configuration for DB2. 

ODBC CONFIGURATION FOR OTHER APPLICATIONS

Remote and local (back end) connections are governed through DB2’s Command Line Interface (CLI).

Each DB2 server always has an initialisation file, db2cli.ini, in the instance owner’s sqllib/cfg directory. When the instance is created, this db2cli.ini file contains default values only, and not all CLI parameters are listed. Most defaults are not listed.

Remote connections always have a local db2cli.ini file on the client, which comes as part of the Run Time Client. Again, when the RTC is installed, this file will only contain a subset of default values. The RTC is therefore present on all fat clients and WEBIs, and may or may not be present on thin clients to support other applications.

ODBC CONFIGURATION SUMMARY

There are therefore up to 5 places where ODBC configuration for optimal performance can take place:


- BO Universe limits, via the BO Supervisor module


- BO Connection Profiles, via the BO Supervisor module


- BO default settings for DB2 in the DB2.SBO file


- DB2 CLI/ODBC settings at the database server


- DB2 CLI/ODBC settings at the database client

The exact order of precedence is not always clear! However by configuring all of these in a consistent way, we should get a coherent and harmonious result.

3.
Recommendations

Throughout this section, the recommended settings with the greatest impact on performance are highlighted in bold. 

3.1 BO Universe Limits

To recap, the BO Supervisor module can set query limits at a universe level. Only a subset of the live universes need be for DB2 data sources, and the recommendations in this section apply to DB2 universes only. 

File – Universe Parameters – Controls 

These recommendations are based on experience and ROTs (rules of thumb). We have to do whatever is necessary to get the report out, so these values should be reviewed against current settings on all DB2 universes and at project level:

· Limit size of result set to 250,000 rows 
These are intermediate result sets; intermediate results are generally further sorted, grouped and aggregated to provide the final result to the user.

· Limit execution time to 15 minutes (30 minutes on TR pending online tuning and indexing exercises and resolution of AIX performance issues).
The thinking here is that a read-only query on an optimised database that takes longer than 15 minutes probably merits investigation.

· Warn if cost estimate exceeds 10 minutes.
This should act as a prompt to the end user to reconsider their selection criteria.

· Limit size of long text objects to 255 bytes
This conforms with best standards for descriptor text columns. Setting it higher won’t retrieve more data but will occasion higher overhead.

File – Universe Parameters – SQL

· Allow use of subqueries (yes)
Subqueries are frequently and generally inefficient, particularly when they are nested several layers deep, as each subquery is re-executed for each row in the outer query. But it is not always possible to code round them.

· Allow use of union, intersect and minus operators. (yes)
We want to encourage set operations; these are at the heart of the relational database paradigm. Equivalent queries without set operations are generally more complex and more costly.

· Allow complex operands in query panel (yes)

· Allow selection of multiple contexts (no)

· Cartesian product: preventor (warn)
A cartesian product is one in which every row of a table or intermediate result set is joined to every row of at least one other table. So the cartesian product of 2 tables, each with ten thousand rows, is a result set with 100 million rows, This is less important for very small tables, but as with subqueries, Cartesian products are costly but sometimes unavoidable. 

3.2 BO Connection Profiles

The BO Supervisor manages connection limits; these take precedence over DB2.SBO settings, but are not as extensive.

Add Connection - ODBC drivers network layer dialogue – Advanced tab

And set the following options

· define the duration of a connection – disconnect after every transaction 

BO uses connection pooling, therefore there is little overhead if the same user requires a fresh connection straight away, since system resources are already allocated. The advantage of explicitly disconnecting after each query is that it releases stale memory at the DB2 server and frees up DB2 agents (effectively Unix processes) for other work;, by either returning them to the agent pool or if the agent pool is full, by terminating them. This is basically a good neighbour policy.

· use asynchronous mode

This reduces serial dependencies on the DB2 server, allowing work to proceed in parallel at client and server. It allows BO users to regain control and cancel queries during both the analysis and fetch stages, which may reduce the incidence of runaway queries.

· array fetch size 5000 
Buffering results sets is essential to speedy query response. By setting the fetch size to somewhere between the average and maximum result set, we reduce serial processing and network traffic (technically the number of network packets). The greater the value, the faster the BO query will retrieve rows, but this is balanced against greater demands on client memory.

500 is the maximum array fetch size that BO as an application currently allows; the expanded figure  here will allow for improvements in future releases.

Add Connection - ODBC drivers network layer dialogue – Custom tab

· Cursorforward 1

This parameter specifies how data is fetched.

A value of 0 uses the keyset-driven cursor method to fetch data (i.e. a scrollable cursor that

detects whether rows are added or deleted by using a keyset). This method

always detects any changes made on the database and is the default.

A value of 1 uses the forward-only cursor method to fetch data (i.e. a cursor that only moves
forward through the result set and generally fetches one row at a time). This

value gives you a better performance. Since all BO access is read-only and during the online day, it follows that 1 is a more appropriate option for Debenhams use.


The ConnectOption and StmtOption attributes are too poorly documented to be reliable, either in the ODBC manuals or on the web. Most of the ‘cached’ pages on the UNIXODBC site for example, cannot be found.

These options would allow you to add SQL statements to a connection that are executed once the

connection is opened (e.g. SET PDQPRIORITY, SET OPTIMIZATION, and set the timeout for any given action on the connection using a connection handle, attribute and value pointer and the string length.

Because of concerns over maintainability, we propose to leave these options blank and set the attributes elsewhere.

There is also an option for users to receive a cost estimate from the DB2 server of the

duration it would take to execute a submitted query. Based on the estimate, users

can decide whether they want to run the query right away or postpone it to a later

time. By default, end users do not see the cost estimate, though it can be simply enabled by setting the DB2 CLI configuration parameters DB2ESTIMATE to on, and setting DEFERREDPREPARE to off.

However I believe this estimate will be returned from the DB2 Optimizer, which returns costs in units of ‘timerons’; a timeron is a measurement of cost – CPU, I/O and so forth – rather than a measure of time. Its actual value is a closely guarded IBM trade secret. Though execution time is usually proportional to the cost estimate, it’s not always so and the relationship is non-linear. All in all, turning this option on may create confusion in end users, and hinder rather than help.

3.3 DB2.SBO Settings

Note: some of these changes could be placed in the Odbc10en.prm and ODBC.SBO files, However this could affect access to non-DB2 data sources, and the latter will change default values permanently.

The default DB2.SBO file is under drive:\program files\business objects\data access 5.0\  

This text file, is divided into at least three sections: [DEFAULTS], [SQL Syntax], and multiple [Database Engine] sections. The settings in each engine section override those in [DEFAULTS].

DEFAULTS section

This section contains among other things all the parameters that:

• configure by default the Advanced tab in the connection dialog box

• define the default database engine

These defaults apply to all versions of DB2 UDB, and to other flavours of DB2 such as those for mainframes (Z series) and AS/400s (I series). In order not to interfere with BO Reports against the AS/400, we’ll therefore place most parameters under the [DB2 UDB V8] database engine section.

a) Set the default database engine to the current version 8.1 of DB2 UDB; sections for earlier DB2 UDB versions should ideally be removed; there does not seem to be a facility for commenting them out in the BO documentation. 

b) set the SQL External file to the correct ‘flavour’ of DB2 which is DB2UDB. This will then point to the DB2UDBEN.PRM file, instead of the more generic DB2EN.PRM file. The DB2UDBEN.PRM file (there seem to be multiple copies – these should be checked for consistency!) itself needs to be edited to include the line

END_SQL=FOR FETCH ONLY WITH UR

This will speed up BO queries by taking out no read locks; and will improve concurrent access to the same database objects, both by BO users and users of other applications.

c) For consistency we will also replicate the connection settings in section 3.2. Every additional   recommendation is explained, and there is a note where the recommended setting is the default value. Apply the following settings:

· ArrayFetch=5000 (as section 3.2 above)

· AsyncMode=1 (reasoning as in section 3.2 above)

· Autocommit=2 – specifies that the autocommit feature is applied. Technically this is not necessary since BO is used for read-only, and there are no database updates to commit. However a commit will close all open cursors (except those specified with the WITH HOLD option) and is therefore tidy. It also reduces rollback seek time since commits are logged on the DB2 transaction log.

· BACK_QUOTE_SUPPORTED=NO – this means the SQL generated wil not contain table and column names enclosed in quotes. It makes it slightly easier for DBAs to debug problem queries!

· BLOB_COMPARISON=N – this is the default but is worth stating explicitly. It prevents BO from issuing a SELECT DISTINCT aganst a BLOB column in the SQL; since site standards prohibit the use of LOB columns in application tables, this is ‘belt and braces’. 

· COMBINED_WITH_SYNCHRO=N – again a default. To cut a long story short, this will prevent one particular class of runtime SQL error.

· CONCAT=|| - (two vertical bars) specifies the concatenation operator.

· ConnectOption – tba

· CUMULATIVE_OBJECT_WHERE=N – specifies that BO does not reorder WHERE  clauses, placing those with AND conditions at the end of the query. The documentation seems to suggest this may be optimal for some databases, and possibly this was true for earlier versions of DB2; however the V8 DB2 optimizer will reorder all WHERE conditions anyway.

· CursorForward=1  (reasoning as in section 3.2 above)

· DECIMAL_COMMA=NO – do not insert commas as decimal separators; this is the default.

· DriverLevel=31 – allows the driver to be used to create the BO Repository and run DB2 Stored Procedures, as well as creating and executing queries.

· EXT_JOIN=YES – specifies that the database supports outer joins

· GROUPBY_EXCLUDE_COMPLEX=N –allows the BO tool to generate GROUP BY clauses containing the same functions specified in the SELECT clause. This is in fact mandatory in DB2. Possibly there is a typo in the manual here, since intuitively one would expect ‘Y’ to have this meaning. If this value is currently unset or set to ‘Y’, then we will soon see! 

· GROUPBYCOL=NO – advises DB2 does not support integers in a GROUP BY CLAUSE

· InputDateFormat={\d ‘yyyy-mm-dd HH:mm:ss’} – this parameter specifies default date and time formats generated in WHERE clauses and should be present already in the DB2.SBO file; accept whatever format is present as this clearly works.

· INTERSECT=INTERSECT – specifies that DB2 supports the INTERSECT operator; intersections are to be encouraged since they promote set-based queries, rather than serial cursor-driven queries.

· IsThreadSafe=0 – advises that the DB2 driver accepts multi-threading. This is the default.

· Key_Info_Supported=Y – allows the BO tool to read the DB2 system catalog to retrieve primary and other index key definitions.

· MINUS=EXCEPT – specifies DB2 accepts the EXCEPT set operator. As with INTERSECT=INTERSECT, we want to encourage set operations; equivalent queries without set operations are generally more complex and more costly.

· NO_DISTINCT=Y – advises that DB2 accepts the DISTINCT keyword

· OUTERJOINS_COMPLEX=Y – specifies DB2 supports outer joins with complex joins (AND, LIKE etc.) . The outer join still has to be edited manually in the BO tool.

· OUTERJOINS_GENERATION=DB2 – governs the SQL syntax generated for outer joins so it is syntactically valid in DB2.

· OWNER=Y – advises that DB2 accepts qualified table names.

· Pool Time=0 – specifies that a database connection disconnects at the end of the transaction. From a DB2and AIX system management viewpoint, this is generally tidier. We offset the extra overhead needed to establish new connections against the reclaim of stale memory from DB2 agents allocated to BO threads.

· PREFIX_LEVEL=3 – specifies that the schema name text box displays in the Supervisor when creating a repository. By default the table owner name displays, and this is not necessarily the same as the schema name. 

· QuoteBinaryData=Y – specifies the gateway does not support BLOB datatypes and converts all BLOB exports to VARCHARs in enclosed single quotes. Technically the driver does support LOB data, but its use in application tables is discouraged in site standards for performance reasons and complexity of administration. The default setting is ‘N’.

· RecommendedLenTransfert=4096 – this specifies the number of bytes per block when exporting a document from the repository. The default is 254, which is rather small and must  add an unnecessary burden to network traffic. The 4Kb figure has been chosen to match the pagesize on the BO Repository.

· Shared=2 – specifies that the default connection type is shared. We would not want BO  connections to a DB database in exclusive mode!

· TxnIsolation=0 – specifies the isolation level for the connection. A setting of zero equates to Uncommited Read, which is the most appropriate for read-only applications in a read-only environment. This reduces the number of database locks taken out and greatly improves concurrent access to the same database objects.

· UNION=UNION – specifies that DB2 supports the UNION operator.

SQL Syntax section

This section displays all the database engines you can access with this driver. The

database engine name (e.g. DB2 UDB v5) appears in the Login tab when you click

the Database Engine drop-down list box.

For each listed database engine, you have a separate [Database Engine] section.

· comment out ‘old’ DB2 UDB versions. Leave in those for other members of the DB2 Family such as DB2/390 and DB2/400.

Database Engine section

This section contains all the parameters that are specific to a database engine. If a

parameter exists in the [DEFAULTS] and [Database Engine] sections, the value

defined in the [Database Engine] section overrides the value entered in the

[DEFAULTS] section.

· comment out or remove ‘old’ DB2 UDB versions, i.e. those prior to DB2 V8.1

3.4 CLI settings (DB2 Server)

The db2cli.ini initialisation file contains a Common section, and then one section per database alias in the DB2 instance. Only a subset of keywords can be set globally in the Common section, while the rest associate with a named database alias name only. In practice, and by DBA design, each DB2 instance has one database only, so all configuration parameters are effectively global to the instance. 


The file is text but must be edited by the DBA using the UPDATE CLI CFG command.

In the following section, default settings are not set explicitly, as they are mostly benign.

(common section)

· QUERYTIMEOUTINTERVAL = 0 
This specifies the CLI driver will wait for SQL statements to complete execution before returning to the application. By default, it will otherwise check asynchronously every 5 seconds, during a running query. This setting is already in place on the production DW and MDM servers, to deal with SQL0952N interrupts - IBM PMR 02781,048,866 refers.

(alias section)

· AUTOCOMMIT = 1 

This means the same as (and therefore reinforces and is consistent with) autocommit=2 in the DB2.SBO file !!! That is, it treats the BO query as committing its unit of work at the end of the query.

· BITDATA=0 
This reports packed decimal for bit data columns as character strings rather than binary objects; the CRM project makes extensive use of these, but on the DW only. Leave as default 1 elsewhere.

· CONNECTNODE = 1 
This sets the coordinator partition in a clustered database; by default the coordinator is on partition 0; but on partitioned databases the coordinator is on partition 1. This setting only applies to the DW and TR databases in all environments, the rest like MDM and PHM remain at the default of zero.

· CURSORHOLD = 0 
This deallocates the cursor and releases system resource when a transaction commits – we do not require cursors to be preserved from one transaction to the next.

· DB2DEGREE = ANY 
This is a bit of futureproofing; it just means ‘let the DBMS decide the optimal degree of parallelism’ (i.e. how many CPUs are allocated to a query on each partition).

· DEFERREDPREPARE = 1 
This reduces network flow by combining the prepare and execute requests together.

3.5 CLI settings (DB2 Client)

The DBA Team can provide a batch DOS script file to run in a DB2 Command Window on the workstation of each end-user with a DB2 Run Time Client, to update local settings. The DB2 Command Window comes for free with the Run Time Client. At runtime there is no objection to non-existent or locally undefined databases, and such a script will tailor the alias section for each database.

Note these settings are intended for query tool users. They are NOT appropriate for development and DBA users of DB2 Administrative and Application Development client tools. 

(common section)

· QUERYTIMEOUTINTERVAL = 0 
Same reasoning as above

(alias section)

· LONGDATACOMPAT = 1 
This reports LOBs as large objects rather than long ones (e.g. as a large VARCHAR rather than a CLOB); this is an enforcement of best practice, which eschews LOBs except in the system catalog.

· SCHEMALIST=”’schema1’,’schema2’,…” 
This restricts the schemas used to query table information.

SCHEMALIST provides a restrictive default, and therefore improves performance, for those applications like BO that may list every table in the DBMS. If there are a large number of tables defined in the database, a schema list can reduce the time it takes for the application to query metadata, and reduce the number of tables listed by the application. Each schema name is case-sensitive, must be delimited with single quotes, and is separated by commas. The entire string must also be enclosed in double quotes. For obvious reasons this list varies with database server and the DBA needs to set it in accordance with the security policy (view schemata only, etc.)

· TABLETYPE=”’VIEW’,’SYSTEM TABLE’,SYNONYM’” 
Like schemalist, this speeds up metadata queries, restricts the selection list for building queries and enforces site security.

4.
Testing And Implementation

< Explain your choice of test environment e.g. “The XX environment does not yet support a large number of BO users. There are 2 major database indexing exercises ahead in the pipeline, and the environment is still being tuned and configured. It is therefore impossible to prove from XX alone that BO performance itself will improve. However it is the ideal ground to ‘sanity check’ the proposed configurations. It will give us a comfort factor before rolling out and measuring on more stable platforms.

The XX databases on server xxxxxxx seem a natural test ground because:


· the services are not yet live, so disruption is limited 

· there are no knock-on effects to other projects

· no significant user testing in volume has yet taken place

· there are 2 database servers on an isolated box with which to experiment

· the production XX server is the largest database after the DW, so should give a good idea of throughput and scaleability.

· A lot of DBA time is (or shortly will be) spent on the server.

The logical order in which  to apply configuration settings is :

- BO Universe limits, via the BO Supervisor module       FIRST


- BO Connection Profiles, via the BO Supervisor module  …


- BO default settings for DB2 in the DB2.SBO file             …


- DB2 CLI/ODBC settings at the database server              …         


- DB2 CLI/ODBC settings at the database client             LAST

A gap of 1-2 days between applying each set of configuration changes should be adequate to trap any unexpected side effects. Thereafter the staggered rollout sequence, to reach the most critical databases last, is:


AAA

BBB

CCC

Sample queries can then be run on both BBB and CCC, which should demonstrate the benign effect of these recommendations.”>
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